Providing Concept-oriented Views for Clinical Data Using a Knowledge-based System:

An Evaluation

QING ZENG, PHD, JAMES J. CIMINO, MD, KELLY H. ZOU, PHD

Abstract Objective: Clinical information systems typically present patient data in chronologic order, organized by the source of the information (e.g., laboratory, radiology). This study evaluates the functionality and utility of a knowledge-based system that generates concept-oriented views (organized around clinical concepts such as disease or organ system) of clinical data.

Design: The authors have developed a system that uses a knowledge base of interrelationships between medical concepts to infer relationships between data in electronic medical records. They use these inferences to produce summaries, or views, of the data that are relevant to a specific concept of interest. They evaluated the ability of the system to select relevant information, reduce information overload, and support physician information retrieval.

Measurements: The sensitivity and specificity of the system for identifying relevant patient information were calculated. Effect on information overload was assessed by comparing the amount of information in each view with the amount of information in the entire record.

Results: The sensitivity and specificity of the system for identifying relevant clinical information were generally in the range of 70 to 80 percent. Concept-oriented views are effective in reducing the amount of information retrieved (over 80 percent reduction) and, compared with source-oriented views, are able to improve physician retrieval accuracy ($p = 0.04$).

Conclusion: Computer-generated, concept-oriented views can be used to reduce clinician information overload and improve the accuracy of clinical data retrieval.

The place and time of data observations are generally recorded and can be used to generate source- and time-oriented views. The relationships between a piece of data and various concepts are typically not explicitly recorded and need to be created, obtained, or inferred to generate the desired concept-oriented views. It can, therefore, be challenging to generate and maintain concept-oriented views of a large amount of patient data on a routine basis. For instance, physicians do not always indicate which medication prescriptions are for which specific chief complaints. Requiring physicians to manually link data with specific concepts for the purpose of creating views is impractical, as it will definitely slow down the workflow.

With manually maintained links, providing multiple concept-oriented views for the same data is extremely difficult. Although physicians are the best source for case-specific relationships, such as the reason why a medication is given to a patient, it is inefficient for non-case-specific relationships to be specified repeatedly. Furthermore, the consistency of the views is subject to human errors and interpersonal differences.

Previous research has shown that it is possible for computer systems to identify relevant data and generate views. Although the Physician Workstation System was a pilot system, it demonstrated the ability to generate patient-specific and disease-specific views using domain knowledge modeled in a causal network.

Simulation studies have also been conducted to assess the effects of different clinical data formats on the speed and accuracy of information retrieval. These studies have shown that concept-oriented views may improve information retrieval and even medical decision making.

Especially worth noting is the evaluation by Tange et al. of the effect that different views of medical narratives have on the speed and completeness of information retrieval. This quantitative study demonstrated the value of problem-oriented and organ system-oriented views.

However, the quality of computerized identification of relevant data and the effects of providing concept-oriented views generated through such identification have rarely been evaluated. Because computerized identification of relevant data can never be perfect, the accuracy, reliability, and effects of the technique need to be measured to provide a basis for further improvement and to determine the value of the method in production systems.

To test several hypotheses about computer-generated concept-oriented views, a general-purpose, concept-oriented view-generation system was developed. We refer to the system as the Query Clinical Information System (QCIS). The system is also capable of handling source- and time-oriented views.

A knowledge-based approach was employed in the system design and implementation. We discuss the evaluation of the QCIS ability to identify relevant information for concept-oriented view generation, to reduce information overload, and to benefit clinical practice. Although some raw data of the evaluation have been reported before, here we present new data, different analytic methods, and an overall view of the evaluation.

**Background**

We have developed the QCIS—a multiple-view (source-oriented, time-oriented, and concept-oriented) generation system. On selecting a specific patient, users have the freedom to review the clinical data using one of the three views. The design for providing multiple views was based on the hypothesis that different views complement each other and could be compared. The emphasis of the system is to provide concept-oriented views that are generated by computer identification of data relevant to a user-specified concept of interest. Figure 1 illustrates the key process of linking a concept of interest to relevant patient data.

![Figure 1](chart.png) Chart showing how a concept (heart) could be linked to the related clinical data and the general model of linking a medical concept to relevant patient data.
Three types of views were available for users. When View by Department was chosen, a list of clinical departments was shown. After the laboratory department was selected, an index of laboratory reports was displayed. The details of a laboratory report were displayed after a click on the name of the report.

When using concept-oriented views (view by topic), a user must enter a term of interest and select from a list of matched concepts. This figure shows that after Pulmonary Heart Disease was typed in and chosen from the list of matching concepts as the concept of interest, a list of departments was shown. After selecting Radiology Reports, the system returned a list of radiology reports related to Pulmonary Heart Disease, and the content of a report was displayed after clicking the report name.
information from the patient record that is coded with the expanded set of concepts), and display generation (producing a human-readable set of results).

The implemented system is capable of providing concept-oriented views for eight classes of concepts in the Medical Entities Dictionary (MED)—anatomic entity, measurable entity, specimen, patient problem, sampleable substance, display information, event information, and orderable entity. This accounts for more than 40,000 concepts, which are about 76 percent of all concepts in the MED. The source of the clinical data for the QCIS is the central clinical data repository at New York Presbyterian Hospital (NYPH). Figures 2 and 3 show source (department)-oriented and concept (disease)-oriented views.

**Hypotheses**

With the evaluation, we tested the following three hypotheses:

- The concept-oriented view system identifies patient information related to disease concepts.
- The concept-oriented view system reduces the amount of information retrieved.
- Clinicians may benefit from using computer-generated concept-oriented views of clinical data.

**Evaluation**

This study evaluated the ability of the system to identify relevant patient information and the effects of the resulting views on clinical information retrieval. The evaluation was divided into three parts corresponding to the three hypotheses (Figure 4):

- *Quality of relevant information identification*—to determine the sensitivity and specificity of relevant information identification in certain clinical contexts such as validation of diagnostic hypothesis or disease management
- *Reduction of information overload*—to determine the degree of reduction of the amount of information in the concept-oriented views compared with views of the entire patient record
- *Effect on information retrieval*—to determine whether there is any advantage in using the concept-oriented views to retrieve information for patient care purposes, compared with using more traditional ancillary department-oriented views

**Methods**

**Quality of Relevant Information Identification**

This part of the evaluation was designed to measure the sensitivity of the system (true-positive fraction) and specificity (true-negative fraction) in identifying patient information related to concepts of interest. Here diseases were used as concepts of interest, and laboratory tests and medication orders were used as patient information.

A set of patients \( (n = 693) \) was randomly selected from the NYPH database of all patients who had hospital visits between September 1996 and September 1998. We first randomly selected a set of patient visits and then identified the set of unique patients by their medical record numbers. The patients’ laboratory test results, medications, and diagnoses during this time were also retrieved.

To derive the gold standard for relevant medications, we used the MICROMEDEX drug index, a widely used
knowledge base of drugs and clinical review articles. From the diagnoses in the patient data set, seven diseases (pulmonary embolism, tuberculosis, hypertrophic cardiomyopathy, acute renal failure, heart failure, pancreatitis, and multiple sclerosis) with review articles indexed in MICROMEDEX were randomly selected. For each of the seven diseases, all drugs mentioned in the disease reviews were extracted to form the gold standard, regardless of comments on their efficacy.

The following are a few lines from the clinical review for thromboembolic stroke treatment:

H. THROMBOLYTICS:

1. ALTEPLASE (rtPA):
   a. INDICATIONS: Recommended treatment within 3 h of onset of acute ischemic stroke. IF emergent ancillary care and facilities to manage bleeding complications are readily available. Intracranial hemorrhage and changes indicating a large stroke must be excluded by head CT prior to administration. Do not treat strokes older than 3 h or massive in size.

Gold standards for relevant laboratory tests were established by a survey of six physicians. Because the relevance between diseases and laboratory tests can vary between the task of disease diagnosis and the task of disease management, we established a gold standard for each task. From the diagnoses in the patient data set, five diseases (sickle-cell anemia, congestive heart failure, coagulation defects, diabetes mellitus, and acute pancreatitis) discussed in Harrison’s Principles of Internal Medicine were randomly selected. A physician expert compiled a list of candidate laboratory tests by taking the union of all potential laboratory tests identified, using Harrison’s Principles of Internal Medicine for each of the five diseases.

The surveyed physicians were given two questionnaires, each containing a matrix of the candidate tests and five diseases. On one questionnaire they were asked to identify the tests they might order to confirm the diagnosis of each disease. On the second questionnaire they were asked to identify the tests useful for the management of each disease. They were also asked to suggest any tests that were not included in the candidate list. We calculated a set of value for the gold standard: When four of six physicians agreed that a test was relevant, the test was considered to be relevant.

Because most terms used in laboratory and drug gold standards could not be mapped directly to the coding concepts of our patient data set, a translation process was done semi-automatically to make sure that the gold standards could be applied to the data set. For the drug gold standard, terms used in the MICROMEDEX clinical review articles were first mapped manually to MED concepts. Then a program was used to translate these concepts to concepts used to code the medication orders. For example, rifampin, which was mentioned in the clinical review article for tuberculosis treatment, was first mapped to the MED concept with the same name and then translated to a group of medication concepts such as CPMC DRUG: RIFAMPIN 150 MG CAP.

Although it was possible to use controlled vocabulary in composing the questionnaires for a laboratory gold standard, general terms such as “urinalysis” were used for physician convenience. The terms used in the questionnaires were mapped to classes of concepts before we translated the concepts to laboratory test concepts using a computer program.

For each disease, both the gold standard and the QCIS were used to identify relevant medications in the patient data set. Sensitivities and specificities were then computed empirically. Similarly, one set of diagnostic and management gold standards (four of six agreement) and the system were used to identify relevant laboratory tests in the patient data set. Sensitivities and specificities (diagnostic and management) of the system were calculated on the basis of the gold standards.

Relevance is a fuzzy concept, so statistics were collected on how often a particular number of physicians (0 to 6) considered a test relevant, to provide a sense of the “fuzziness.”

Information Overload Reduction

This part of the evaluation was designed to measure the degree of reduction of the amount of information in the concept-oriented views, compared with views of the entire patient record. Using the same data set created for the relevant information identification, 21 diseases were randomly selected from 1,094 diagnoses in the test data set. The system was then used to identify relevant laboratory tests and medications for each disease. We calculated the average number of laboratory tests or medications included in each disease-specific view and the total number of laboratory tests or medications for each patient.

Certain types of hospital visits involved procedures, such as routine physical exam or exercise test, and produced no laboratory tests or medication orders. Patients with no laboratory tests or medication orders were excluded. Among the 653 patients, 444 had laboratory tests and 71 had medication orders.
Effect on Information Retrieval

Evaluation on the effect of using concept-oriented views involved several aspects of information retrieval—accuracy, user comfort, user confidence, and cost (time used). Both subjective and objective measures were taken.

We selected three patient cases with moderate amounts of information, and formulated questions necessitating patient information retrieval. To protect the privacy of the patients, all confidential information was manually altered. On the basis of an information needs study we conducted,11 questions for the three patient cases were designed by a physician who was not involved in the system development and was not a physician subject later in the study. The questions were phrased in such a way that they had definite correct answers that could be expressed in simple words. For example, for a patient discharged on digoxin, the question “What was the latest digoxin level?” was asked. The questions did not reflect all the identified information needs, because certain needs could not be satisfied by the available patient data in the QCIS. For instance, information about health care provided by providers outside of the NYPH system was generally unavailable.

Thirteen physicians volunteered for the study. Physician subjects were given a brief description for each case and then answered questions by using the system to gather necessary patient information (Appendix). As mentioned before, the system could offer two views—the traditional department-oriented view and the newer concept-oriented view. Using the latter view, users could specify a concept of interest and review computer-identified relevant information. For each case in our study, a physician was instructed to use only department-oriented views or only concept-oriented views.

We adopted a design to ensure that every case was solved an equal number of times, that the department-oriented view and concept-oriented view approaches were used overall an equal number of times for each case, and that a physician never encountered the same case twice.

Prior to working on the cases, each physician was given a 5-min introduction and was informed of the purpose and methods of this study. Basic functionality of the system was demonstrated by the investigators using a specially prepared sample case.

During the evaluation, physicians provided written answers, which were later graded according to the gold standard. The answers were scored as correct or incorrect, and no partial credits were given. A Fisher exact test was performed to determine whether using one particular type of view lead to better accuracy, i.e., higher proportion of correct answers.

In some cases a physician could not answer questions because of unexpected technical problems. For example, the network connection between the outpatient clinic, where part of the evaluation took place, and the computer where the system is located was occasionally unstable. Fortunately, such incidents were rare, and the unanswered questions were regarded as missing data points and excluded from analyses.

After answering the questions, physicians were also asked to fill out a brief one-page questionnaire. The questions were designed to collect the background information on the physicians and their subjective opinions on how comfortable and confident they were using different types of views. The questionnaire allows physicians to provide additional comments and suggestions.

Efficiency is another measurement for information retrieval. To measure efficiency, we employed the portable usability laboratory at NYPH.17,18 Throughout the evaluation, interactions between the physician subjects and the system were videotaped. Using these tapes, we measured the length of time it took for each person to answer a question. As a general principle, the counting for each question started after a person finished reading a question and ended when a person finished writing an answer. For the information retrievals to be performed more naturally, and because user interface was not the focus of this study, the physicians were not asked to think aloud. However, the physicians did sometimes make verbal comments and ask questions.

Results

Quality of Relevant Information Identification

The sensitivities (true-positive fraction) and specificities (true-negative fraction) of the view generated by the system are shown in Table 1. Most of the sensitivities and specificities are in the 70 to 80 percent range. The sensitivity of the system was exceptionally low in identifying laboratory tests for disease management (55 percent), which may be due to the QCIS’ lack of knowledge in that area.

Taking a closer look at how often physicians agreed with each other on whether a test is relevant to a disease, we see that about 69.7 percent of the tests were
considered irrelevant and 1.6 percent of tests were considered relevant by all physicians. This indicates that the participating physicians agreed with each other completely more than 70 percent of the time. On the other hand, one or more physicians disagreed on whether a test was relevant about 30 percent of the time, which indicates the existence of interpersonal differences.

Information Overload Reduction

The concept-oriented views showed promising potential for information overload reduction. On average, each concept-oriented view (in this case, a disease-oriented view) contained only a fraction of all information about patients. The amount of information in the views, however, varied significantly from concept to concept as well as from patient to patient. The average number of laboratory tests and drugs per patient from 1996 to 1998 are 170.5 and 20.6, respectively, whereas the average number of tests and drugs for each patient in a view are 24.0 and 3.2, respectively. In other words, the average number of tests and drugs for each patient in a view are 14 to 16 percent of the total number of tests and drugs for each patient.

Physician Subjects

A total of 13 physicians (7 attending physicians, 2 residents, 3 interns, and 1 medical student) participated in this part of the evaluation and filled out the questionnaires. DOS and the Web are the two major platforms for clinical systems at NYPH. Six physicians had used only DOS-based clinical systems, one physician had only used the Web-based clinical systems, and six physicians had used both types of systems. Some of the recruited physicians were associated with the Department of Medical Informatics at Columbia University, so seven of the recruited physician subjects had experience in developing clinical systems. However, except for three subjects, no participants had ever seen the QCIS, and only one subject had briefly used the system before the evaluation.

User Comfort and Confidence

The comfort and confidence ranking were assigned on a 1 to 5 scale (on which 1 indicated very uncomfortable/not confident; 2, uncomfortable/not confident; 3, neutral; 4, comfortable/confident; and 5, very comfortable/confident). The physicians’ opinions regarding the overall level of comfort and confidence in using the QCIS ranged from 2 to 5 (Table 2). Most users (11 of 13) found the system comfortable to use and were confident using it.

As shown in Tables 3 and 4, most physicians were comfortable and confident using either view, although some did rank one view higher than the

| Table 1 |

<table>
<thead>
<tr>
<th>Sensitivity and Specificity of the Relevant Laboratory and Drug Information Identification</th>
</tr>
</thead>
<tbody>
<tr>
<td>Data Type</td>
</tr>
<tr>
<td>Laboratory Diagnosis</td>
</tr>
<tr>
<td>Laboratory Management</td>
</tr>
<tr>
<td>Drug Drug Clinical review article</td>
</tr>
</tbody>
</table>

| Table 2 |

<table>
<thead>
<tr>
<th>Users’ Overall Ranking of Confidence and Comfort in Using the System</th>
</tr>
</thead>
<tbody>
<tr>
<td>Comfortable</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>1</td>
</tr>
<tr>
<td>2</td>
</tr>
<tr>
<td>3</td>
</tr>
<tr>
<td>4</td>
</tr>
<tr>
<td>5</td>
</tr>
</tbody>
</table>

Note: Confidence and comfort were ranked on a scale from 1 to 5, as follows: 1, very uncomfortable/not confident; 2, uncomfortable/not confident; 3, neutral; 4, comfortable/confident; 5, very comfortable/confident.

| Table 3 |

<table>
<thead>
<tr>
<th>Users’ Ranking of Comfort Using Department-oriented View and Concept-oriented View</th>
</tr>
</thead>
<tbody>
<tr>
<td>Concept-oriented</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>1</td>
</tr>
<tr>
<td>2</td>
</tr>
<tr>
<td>3</td>
</tr>
<tr>
<td>4</td>
</tr>
<tr>
<td>5</td>
</tr>
</tbody>
</table>

Note: Comfort was ranked on a scale from 1 to 5, as follows: 1, very uncomfortable; 2, uncomfortable; 3, neutral; 4, comfortable; 5, very comfortable.
other. Because many cells in the contingency tables contained zeros (Tables 2 to 4), kappa statistics for assessing the agreement between the level of comfort and the level of confidence were not performed.

### Information Retrieval Accuracy

Physician subjects answered more questions about patient cases correctly when using concept-oriented views (Table 5). We evaluated the difference in physicians’ performance between the two different views using a one-sided Fisher’s exact test, because of small counts in the contingency table. We found a statistically significant difference in the overall proportions of the correct answers by using the two views ($p = 0.04$). However, we did not detect any additional statistically significant difference in the stratified analyses by case or question, which may be because of the small sample size in each stratum (Table 5).

Six physicians made mistakes using department-oriented views, and two physicians made mistakes using the concept-oriented views. None of the physicians made mistakes using both views. The errors were not evenly distributed over all questions. For half (six) of the questions, perfect accuracy was achieved regardless of what view was used. For the remaining half (six) of the questions, mistakes were made; furthermore, subjects using concept-oriented views made fewer mistakes in five and tied with those using department-oriented views in one.

### Information Retrieval Efficiency

Using a $t$ test of mean of time to answer a question (a log transformation was applied to the data to reduce the skewness and variability), we did not find a statistically significant difference in time between the two views. Time spent on each question was highly variable, as indicated by the large standard deviations (Table 6). Such high variability could be related to the view, the case, or the subject. Because of the small sample size, we were not able to study the underlying reason, which will be subject to future investigation.

### Discussion

A multiple-view generation system with a focus on concept-oriented views was implemented and evaluated. This section discusses the significance, limitations, implications, and future research directions of this work.

#### Significance

Quality of Relevant Information Identification

The evaluation of quality of views generated by this system was the first study of the ability of the system to identify relevant clinical information and filter out irrelevant information for concept-oriented views. The evaluation showed that when identifying labora-

### Table 5

<table>
<thead>
<tr>
<th>Case Size</th>
<th>Sample</th>
<th>Error Rate (%)</th>
<th>$p$ Value</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td>Department View</td>
<td>Concept View</td>
</tr>
<tr>
<td>1</td>
<td>49</td>
<td>12</td>
<td>0</td>
</tr>
<tr>
<td>2</td>
<td>50</td>
<td>24</td>
<td>12</td>
</tr>
<tr>
<td>3</td>
<td>19</td>
<td>10</td>
<td>0</td>
</tr>
<tr>
<td>Pooled</td>
<td>118</td>
<td>17</td>
<td>3</td>
</tr>
</tbody>
</table>

### Table 6

<table>
<thead>
<tr>
<th>Group using department-oriented views</th>
<th>Time (sec)</th>
<th>Mean Time</th>
<th>SD</th>
</tr>
</thead>
<tbody>
<tr>
<td>Group using department-oriented views</td>
<td>100.49</td>
<td>97.87</td>
<td></td>
</tr>
<tr>
<td>Group using concept-oriented views</td>
<td>112.81</td>
<td>112.58</td>
<td></td>
</tr>
</tbody>
</table>

#### Table 4

<table>
<thead>
<tr>
<th>Concept-oriented</th>
<th>Department-oriented</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1</td>
</tr>
<tr>
<td>1</td>
<td>0</td>
</tr>
<tr>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>3</td>
<td>0</td>
</tr>
<tr>
<td>4</td>
<td>1</td>
</tr>
<tr>
<td>5</td>
<td>0</td>
</tr>
</tbody>
</table>

**NOTE:** Confidence was ranked on a scale from 1 to 5, as follows: 1, very not confident; 2, not confident; 3, neutral; 4, confident; 5, very confident.
tory or medication information, the sensitivities and specificities of the system were generally moderately high (70 to 80 percent). Such performance obviously left large room for improvement.

Three major factors contributed to the difference between the QCIS and the gold standards in identifying relevant clinical information. First, the system does not have a complete or evenly distributed knowledge of medicine. Besides the medical knowledge already existing in the MED, the UMLS and DXplain were the major knowledge sources for the QCIS.19,20 The knowledge we extracted from UMLS was based on the subjects of biomedical scientific papers published in the past decade, and the knowledge from DXplain focused mainly on the diagnosis of diseases.10

Second, relevance is a fuzzy concept. About 30 percent of the time, the six physicians recruited for creating the gold standard did not completely agree on the relevance of a laboratory test to a disease. Consequently, it was not surprising that the QCIS sometimes did not agree with the gold standard.

Third, the gold standards were not really “gold.” For practical reasons, the physicians identified laboratory tests related to a disease using higher-level concepts such as “urine analysis.” Often, only some of the specific tests grouped under such higher-level concepts are directly related to a disease. To avoid subjective judgments, the medication gold standard included all drugs mentioned in MICROMEDEX clinical review articles regardless of comments on their efficacy. The gold standards, therefore, are not perfect regarding the relevance of laboratory tests or medications.

Given the resulting sensitivity and specificity values, the accuracy of clinician information retrieval still improved using the concept-oriented views. This showed that automated selection of relevant clinical information is a very promising technique. The study also validated the knowledge-based approach of our system, including the knowledge sources and acquisition methods.

Information Overload

Information overload was the original problem that inspired the system development. Although previous statistics were unavailable, many papers recognize this problem and propose different types of views as a solution.21–26 Our quantitative evaluation confirmed that concept-oriented views, which contain much less information than whole records, could be used to reduce the amount of information presented to users interested in particular topics. Especially noteworthy is the finding that reducing the amount of information presented did not compromise the accuracy of information retrieval.

Effects on Information Retrieval

Several simulation studies have evaluated the effects of different clinical data formats on the speed and accuracy of information retrieval.27,28 They all showed that a fixed, specially designed, flow sheet or spreadsheet type of clinical data display (such as a microbiology display) improved the speed and accuracy of information retrieval.

More recently, Tange et al.9,29 evaluated different views of medical narratives generated by a pilot system, particularly the effects of the views on the speed and completeness of information retrieval. The authors showed that viewing information by disease and organ system could speed up information retrieval. The views, however, had no effect on the completeness of the information retrieval.

In our study, we measured accuracy, cost (in time), comfort, and confidence of information retrieval. We also compared concept-oriented views with traditional, source-oriented views.

Accuracy

The accuracy of physician information retrieval improved with use of concept-oriented views, compared with use of traditional department-oriented views. This confirmed the general conclusion of previous studies that different data formats might improve information retrieval accuracy. Because the evaluation questions given to participating physicians were questions they would be asking during routine practice, such findings imply benefits in real clinical settings.

Cost

We did not find statistical difference in retrieval times between the two views. For different questions and various cases, one type of view was not always better than the other. For instance, for cases with very little information, the organization of information by problems might not confer much benefit.

This result should not be viewed as contradictory to findings of previous studies that showed improved speed in information retrieval with use of concept-oriented views. No previous study or system asked users to type in a concept of interest, and cases and questions used for testing in each study were different as well.
Comfort and Confidence

Physicians’ opinions on how comfortable and confident they felt when using different types of views differed. This confirmed Newell and Simon’s general propositions\(^{30,31}\) that information processing is dependent on characteristics of the problem solvers and the tasks and that there are individual differences in problem solving. Such differences should be taken into consideration in clinical information system design. As much as standard data and knowledge representation are needed in computer systems, customized representations for users are also needed.

Components of the Evaluation Model

We have made an effort to evaluate both the functionality and the utility of a concept-oriented view-generation system. In other words, we studied whether the system functions as designed and whether using the system will be beneficial. Our results verified the importance to answer both questions.

Regarding functionality, the QCIS was able to identify relevant clinical information with moderately high sensitivities and specificities and reduce the amount of information presented to users. Such results would have been much harder to interpret without the evaluation of the utility of the views. It would have been natural to assume that the moderate sensitivities and specificities of the concept-oriented views imply errors in clinician information retrieval or large reduction of information in the concept-oriented views translates into time saving.

Interestingly, when physicians used the QCIS to perform information retrieval tasks, their accuracy improved with the concept-oriented views while the time of information retrieval didn’t change significantly, compared with the more standard department-oriented views. This demonstrates the importance of combining the functionality and utility studies.

On the other hand, we could have studied the utility of concept-oriented views with manually constructed views. Since our goal was to automate the view-generation process, and since computer-generated views could be very different from those created by medical experts, it is not ideal to study only manually constructed views. As we studied the utility (information retrieval accuracy and time) of computer-generated views, the results needed to be interpreted in the context of the system functionality (sensitivity, specificity, and amount of information reduction). Had the functionalities of the system been different, the utilities would probably have been different as well.

Limitations

Concept-oriented views can center on all kinds of concepts, including diagnostic strategies and therapeutic goals. Some concept-oriented views require the identification of case-specific relationships, such as those between a laboratory test and a symptom in the context of a patient’s medical history. As discussed in a previous paper,\(^3\) those relationships are best established by clinicians, and the QCIS was not designed to establish those case-specific relationships.

The QCIS is capable of generating concept-oriented views for nine classes of concepts by discarding those concepts that are not likely to be related to them. The evaluation reported in this paper focused on views of only one class of concepts—the disease concepts.

Recruiting physician subjects for evaluation can be difficult because of the already high demands on physicians’ time. Nevertheless, because physicians are the potential users, it was necessary to involve them in the study. For the evaluation, the number of subjects was limited. The main incentive for the physicians who did participate in the evaluation of this system was to support clinical information system research. So it was not surprising that the majority of participants (7 of 13) had some connection to the medical informatics department.

Since most participants were unfamiliar with the system being evaluated, training was needed. However, five minutes of training could be inadequate. For example, the subjects asked some questions about what was clickable, and a number of users commented that they finally started to get the idea of concept-oriented views only after they had finished the tasks.

Comfort and confidence are subjective measures that can be influenced by a number of factors other than the system. For example, participants may report feeling more comfortable and confident than they really are because of their sympathy toward the system developers or the general research goals. On the other hand, some subjects may feel that they are being evaluated along with the system and thus may become more critical of the system.

Accuracy and cost (in time) are objective measurements that provide valuable data for analysis. In certain cases, conclusions could be drawn—for example, that concept-oriented views led to more accurate retrievals. In other cases, however, our analysis identified the need for further research, showing, for example, that more research is needed to determine
which type of view could save time in the answering of which kind of question.

Implications and Future Research

The evaluation indicated that it is possible to generate concept-oriented views using automated relevant information-identification methods. Regarding the quality of relevant information identification, the performance of the system is not comparable with the performance of physicians in all areas. The use of such computer-generated views, however, still proved to be beneficial regarding certain aspects of information retrieval. This shows that automated concept-oriented view generation is a direction worth further exploration.

Although we focused on the concept-oriented views, we did implement a system that provides multiple views. It is our belief that different types of views meet the needs of various clinical tasks and users. Considering the complex nature of medical practice and the differences among individual practitioners, an ideal system would offer multiple types of views and hybrid views.

The system evaluation would be improved with more subjects and more cases. Subjects could be given more complicated clinical tasks, such as preparing discharge summaries and making diagnoses, instead of straightforward information retrieval questions. In such studies, information retrieval may be extended to areas other than laboratory tests and drugs in the system.

Conclusion

A formal evaluation has been conducted on a knowledge-based, concept-oriented view-generation system for clinical data. The automated methods employed by the system to determine the relevance of patient information were shown to be promising. The evaluation also verified the effective use of concept-oriented views to reduce information overload and improve the accuracy of information retrieval.

The authors thank the physician subjects who participated in this evaluation study and Dr. Gai Elhanan, Dr. Osama Alsawiem, and Dr. Shabina M. Ahmad for serving as physician experts. They also thank Dr. George Hripcsak, Dr. Soumitra Sengupta, Dr. Gilad Kuperman, and Dr. Suzanne Bakken for reviewing the manuscript.

References


Appendix

EVALUATION QUESTIONNAIRE FOR PATIENT CASES

Case 1

Mr. Smith is a 74-year-old male patient with a history of congestive heart failure.

1. The patient was discharged on digoxin. What is his latest digoxin level test result?
2. What is his latest serum potassium value?
3. When was it the first time the patient’s heart was shown enlarged on a chest x-ray?
4. What anti–heart failure drugs were given to this patient during his last hospitalization? (Jul 5–9, 1998)
5. Did this patient have pulmonary edema during his last hospitalization (Jul 5–9, 1998)?

Case 2

Mrs. Jones is a 78-year-old female patient with a history of diabetes.

1. How many times has she been hospitalized for diabetes?
2. What was the first glycosylated Hb level for the last hospitalization (Jun 3–12, 1998)?
3. What was the highest random blood sugar she had during her last hospitalization? (6/03/98 - 6/12/98)
4. And when did it occur?
5. What are the patient’s latest lipid levels?
   LDL ________
   HDL ________
   Triglyceride ________

Case 3

Mrs. Green is a 67-year-old woman with a history of pancreatitis.

There are some drugs for which there is a definite association with acute pancreatitis; like azathioprine, sulfonamides, thiazide diuretics, furosemide, tetracycline, valproic acid, pentamidine.

1. Was this patient ever on any of these medications?

It is important to identify patients with acute pancreatitis who have an increased risk of dying. Ranson and Imrie have used multiple prognostic criteria and have shown that mortality rate increases when three or more risk factors are identifiable either at the time of admission to the hospital or during the initial 48 hr of hospitalization.

The RANSON/IMRIE CRITERIA are:

At admission or diagnosis:
   Leukocytosis >16,000/mL.
   Hyperglycemia >11 mmol/L (>200 mg/dL).
   Serum LDH >400 IU/L.
   Serum AST >250 IU/L.

During initial 48 hr:
   Fall in hematocrit by >10 percent.
   Hypoxemia (PO2 <60 mmHg).
   Increase in BUN by >1.8 mmol/L (>5 mg/dL).
   Hypoalbuminemia [albumin level <32 g/L (<3.2 g/dL)].

2. Please check whether the criteria were present at this patient’s last admission (Apr 7, 1998) and initial 48 hr (Apr 7–8, 1998).